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Part I:General Introduction

Generative Adversarial Network 
and its Applications to Signal Processing 

and Natural Language Processing



Mihaela Rosca, Balaji Lakshminarayanan, David Warde-Farley, ƒƧƠƪƨƱşƌƮƧƠƬƤƣūşɼVariationalApproaches for Auto-Encoding 
Generative Adversarial NetworksɽūşarXiv, 2017
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Anime Face Generation

Draw

Generator

Examples



Basic Idea of GAN

Generator

It is a neural network 
(NN), or a function.

Generator

πȢρ
σ
ể
ςȢτ
πȢω

imagevector

Generator

σ
σ
ể
ςȢτ
πȢω

Generator

πȢρ
ςȢρ
ể
υȢτ
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Generator

πȢρ
σ
ể
ςȢτ
σȢυ

high 
dimensional 
vector

Powered by: http://mattya.github.io/chainer-DCGAN/

Each dimension of input vector 
represents some characteristics.

Longer hair

blue hair Open mouth



Discri-
minator

scalar
image

Basic Idea of GANIt is a neural network 
(NN), or a function.

Larger value means real, 
smaller value means fake.

Discri-
minator

Discri-
minator

Discri-
minator1.0 1.0

0.1 Discri-
minator

0.1



ÅInitialize generator and discriminator

ÅIn each training iteration:

DG

sample

generated 
objects

G

Algorithm

D

Update

ve
cto

r

ve
cto

r

ve
cto

r

ve
cto

r

0000

1111

randomly 
sampled

Database

Step 1: Fix generator G, and update discriminator D

Discriminator learns to assign high scores to real objects 
and low scores to generated objects.

Fix



ÅInitialize generator and discriminator

ÅIn each training iteration:

DG

Algorithm

Step 2: Fix discriminator D, and update generator G

Discri-
minator

NN
Generator

vector

0.13

hidden layer

update fix

Gradient Ascent

large network

DŜƴŜǊŀǘƻǊ ƭŜŀǊƴǎ ǘƻ άŦƻƻƭέ ǘƘŜ ŘƛǎŎǊƛƳƛƴŀǘƻǊ



ÅInitialize generator and discriminator

ÅIn each training iteration:

DG

Learning 
D

Sample some 
real objects:

Generate some 
fake objects:

G

Algorithm

D

Update

Learning 
G

G D
image

1111

image
image

image
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Anime Face Generation

100 updates

Source of training data: https://zhuanlan.zhihu.com/p/24767059



Anime Face Generation

1000 updates



Anime Face Generation

2000 updates



Anime Face Generation

5000 updates



Anime Face Generation

10,000 updates



Anime Face Generation

20,000 updates



Anime Face Generation

50,000 updates



The faces 
generated by 
machine.

The images are generated by 
Yen-Hao Chen, Po-Chun Chien, 
Jun-Chen Xie, Tsung-Han Wu.
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(Variational) Auto-encoder

As close as possible

NN
Encoder

NN
Decoder

co
d

e

NN
Decoder

co
d

e

Randomly generate 
a vector as code Image ?

= Generator

= Generator



Auto-encoder v.s. GAN

As close as possibleNN
Decoder

co
d

e

Genera-
tor

co
d

e

= Generator

Discri-
minator

If discriminator doesnot simply memorize the images,

Generator learns the patterns of faces.

Just copy an image

1

Auto-encoder 

GAN

CǳȊȊȅ Χ



FID[Martin Heusel, et al., NIPS, 2017]: Smaller is better

[Mario Lucic, et al. arXiv, 2017]
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Generator 

ÅA generator G is a network. The network defines a 
probability distribution ὖ

generator 
Gᾀ ὼ Ὃᾀ

Normal 
Distribution

ὖ ὼ ὖ ὼ

as close as possible

How to compute the divergence?

Ὃᶻ ὥὶὫÍÉÎὈὭὺὖȟὖ

Divergence between distributions ὖ and ὖ

ὼ: an image (a high-
dimensional vector)



Discriminator
Ὃᶻ ὥὶὫÍÉÎὈὭὺὖȟὖ

Although we do not know the distributions of ὖ and ὖ , 
we can sample from them.

sample

G

ve
cto

r

ve
cto

r

ve
cto

r

ve
cto

r

sample from 
normal

Database

Sampling from ╟╖

Sampling from ╟▀╪◄╪



Discriminator Ὃᶻ ὥὶὫÍÉÎὈὭὺὖȟὖ

Discriminator

: data sampled from ὖ

: data sampled from ὖ

train

ὠὋȟὈ ὉḐ ὰέὫὈὼ ὉḐ ὰέὫρ Ὀὼ

ExampleObjective Function for D

(G is fixed)

Ὀᶻ ὥὶὫÍÁØὠὈȟὋTraining:

Using the example objective 
function is exactly the same as 
training a binary classifier. 

[Goodfellow, et al., NIPS, 2014]

The maximum objective value 
is related to JS divergence.



Discriminator Ὃᶻ ὥὶὫÍÉÎὈὭὺὖȟὖ

Discriminator

: data sampled from ὖ

: data sampled from ὖ

train

hard to discriminatesmall divergence

Discriminator
train

easy to discriminatelarge divergence

Ὀᶻ ὥὶὫÍÁØὠὈȟὋ

Training:

(cannot make objective large)



Ὃᶻ ὥὶὫÍÉÎὈὭὺὖȟὖÍÁØὠὋȟὈ

The maximum objective value 
is related to the divergence.

ÅInitialize generator and discriminator

ÅIn each training iteration:

Step 1: Fix generator G, and update discriminator D

Step 2: Fix discriminator D, and update generator G

Ὀᶻ ὥὶὫÍÁØὠὈȟὋ

[Goodfellow, et al., NIPS, 2014]



Using the divergence 
you like J
[Sebastian Nowozin, et al., NIPS, 2016]

Can we use other divergence?
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https://github.com/soumith/ganhacks



JS divergence is not suitable

ÅIn most cases, ὖ and ὖ are not overlapped.

Å1. The nature of data

Å2. Sampling

Both ὖ and ὖ are low-dim 
manifold in high-dim space.  

ὖὖ
The overlap can be ignored.

Even though ὖ and ὖ
have overlap.  

If you do not have enough 
ǎŀƳǇƭƛƴƎ ΧΧ



ὖὖ ὖὖ

ὐὛὖ ȟὖ

ὰέὫς

ὖὖΧΧ

ὐὛὖ ȟὖ

ὰέὫς

ὐὛὖ ȟὖ

π

What is the problem of JS divergence?

ΧΧ

JS divergence is log2 if two distributions do not overlap.

Intuition: If two distributions do not overlap, binary classifier 
achieves 100% accuracy

Equally bad

Same objective value is obtained. Same divergence



Wasserstein distance

ÅConsidering one distribution P as a pile of earth, 
and another distribution Q as the target

ÅThe average distance the earth mover has to move 
the earth.

ὖ ὗ

d

ὡ ὖȟὗ Ὠ



Wasserstein distance

Source of image: https://vincentherrmann.github.io/blog/wasserstein/

ὖ

ὗ

¦ǎƛƴƎ ǘƘŜ άƳƻǾƛƴƎ Ǉƭŀƴέ ǿƛǘƘ ǘƘŜ ǎƳŀƭƭŜǎǘ ŀǾŜǊŀƎŜ ŘƛǎǘŀƴŎŜ ǘƻ 
define the Wasserstein distance.

¢ƘŜǊŜ ŀǊŜ Ƴŀƴȅ ǇƻǎǎƛōƭŜ άƳƻǾƛƴƎ ǇƭŀƴǎέΦ 

Smaller 
distance?

Larger 
distance?



ὖὖ ὖὖ

ὐὛὖ ȟὖ

ὰέὫς

ὖὖΧΧ

ὐὛὖ ȟὖ

ὰέὫς

ὐὛὖ ȟὖ

π

What is the problem of JS divergence?

ὡ ὖ ȟὖ

Ὠ
ὡ ὖ ȟὖ

Ὠ
ὡ ὖ ȟὖ

π

Ὠ Ὠ

ΧΧ

ΧΧ

Better!



WGAN

ὠὋȟὈ
ÍÁØ

ᶰ
Ὁͯ Ὀὼ Ὁͯ Ὀὼ

Evaluate wasserstein distance between ὖ and ὖ

[Martin Arjovsky, et al., arXiv, 2017]

How to fulfill this constraint?D has to be smooth enough.

real

Њ

generated

D

Њ
Without the constraint, the 
training of D will not converge.

Keeping the D smooth forces 
D(x) become Њand Њ



ÅOriginal WGAN O Weight Clipping [Martin Arjovsky, et al., 
arXiv, 2017]

ÅImproved WGAN O Gradient Penalty [Ishaan Gulrajani, 
NIPS, 2017]

ÅSpectral Normalization O Keep gradient norm 
smaller than 1 everywhere [Miyato, et al., ICLR, 2018]

Force the parameters w between c and -c

After parameter update, if w > c, w = c; if w < -c, w = -c

Keep the gradient close to 1

ὠὋȟὈ ÍÁØ
ᶰ

Ὁͯ Ὀὼ Ὁͯ Ὀὼ

real

samples

Keep the gradient 
close to 1

[Kodali, et al., arXiv, 2017]
[Wei, et al., ICLR, 2018]



Energy-based GAN (EBGAN)

ÅUsing an autoencoder as discriminator D

Discriminator

0 for the 
best images

Generator is 
the same.

-
0.1

EN DE

Autoencoder

X -1 -0.1

[Junbo Zhao, et al., arXiv, 2016]

üUsing the negative reconstruction error of 
auto-encoder to determine the goodness
üBenefit: The auto-encoder can be pre-train 

by real images without generator. 



Mode Collapse  

: real data

: generated data 

¢ǊŀƛƴƛƴƎ ǿƛǘƘ ǘƻƻ Ƴŀƴȅ ƛǘŜǊŀǘƛƻƴǎ ΧΧ



Missing Mode?

BEGANon CelebA

Generator 
at iteration t

Generator 
at iteration t+1

Generator 
at iteration t+2

Generator switches mode during training 



Ensemble

Generator
1

Generator
2

ΧΧ

ΧΧ

Train a set of generators: ὋȟὋȟỄȟὋ

Random pick a generator Ὃ

Use Ὃ to generate the image

To generate an image



Objective Evaluation

Off-the-shelf 
Image Classifier

ὼ ὖώȿὼ

Concentrated distribution 
means higher visual quality

CNNὼ ὖώȿὼ

Uniform distribution 
means higher variety

CNNὼ ὖώȿὼ

CNNὼ ὖώȿὼ

Χ

ὖώ
ρ

ὔ
ὖώȿὼ

[Tim Salimans, et al., NIPS, 2016]

ὼ: image

ώ: class (output of CNN)

e.g. Inception net, 
VGG, etc.

class 1

class 2

class 3



Objective Evaluation

ὖώȿὼὰέὫὖώȿὼ

ὖώὰέὫὖώ

Negative entropy of P(y|x)

Entropy of P(y)

Inception Score

ὖώ
ρ

ὔ
ὖώȿὼὖώȿὼ

class 1

class 2

class 3
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ÅOriginal Generator

ÅConditional Generator

G

condition c

ᾀ ὼ Ὃᾀ

Normal 
Distribution G

ὖ ὼᴼὖ ὼ

ᾀ

Normal 
Distribution ὼ Ὃὧȟᾀ

ὖ ὼȿὧᴼὖ ὼȿὧ

[Mehdi Mirza, et al., arXiv, 2014]

NN
Generator

άDƛǊƭ ǿƛǘƘ ǊŜŘ ƘŀƛǊ 
ŀƴŘ ǊŜŘ ŜȅŜǎέ

άDƛǊƭ ǿƛǘƘ ȅŜƭƭƻǿ 
Ǌƛōōƻƴέ

e.g. Text-to-Image



Target of 
NNoutput

Text-to-Image

ÅTraditional supervised approach

NN Image

¢ŜȄǘΥ άǘǊŀƛƴέ

a dog is running

a bird is flying

A blurry image!

c1: a dog is running

as close as 
possible



Conditional GAN

D 
(original)

scalarὼ

G
ᾀNormal distribution

x = G(c,z)
c: train

x is real image or not

Image

Real images:

Generated images:

1

0

Generator will learn to 
ƎŜƴŜǊŀǘŜ ǊŜŀƭƛǎǘƛŎ ƛƳŀƎŜǎ ΧΦ

But completely ignore the 
input conditions.

[Scott Reed, et al, ICML, 2016]



Conditional GAN

D 
(better)

scalar
ὧ

ὼ

True text-image pairs:

G
ᾀNormal distribution

x = G(c,z)
c: train

Image

x is realistic or not + 
c and x are matched or not

(train ,              )

(train ,              )(cat ,              )

[Scott Reed, et al, ICML, 2016]

1

00



x is realistic or not + 
c and x are matched 
or not

Conditional GAN - Discriminator

[TakeruMiyato, et al., ICLR, 2018] 

[Han Zhang, et al., arXiv, 2017]

[Augustus Odenaet al., ICML, 2017]

condition c

object x

Network
Network

Network

score

Network

Network

(almost every paper)

condition c

object x

c and x are matched 
or not

x is realistic or not



Conditional GAN

paired data 

blue eyes
red hair
short hair

Collecting anime faces 
and the description of its 
characteristics

red hair,
greeneyes

blue hair,
red eyes

The images are generated by 
Yen-Hao Chen, Po-Chun Chien, 
Jun-Chen Xie, Tsung-Han Wu.



Conditional GAN - Image-to-image

G
ᾀ

x = G(c,z)
ὧ

[Phillip Isola, et al., CVPR, 2017]

Image translation, or pix2pix



as close as 
possible

Conditional GAN - Image-to-image

ÅTraditional supervised approach

NN Image

It is blurry.

Testing:

input L1

e.g. L1

[Phillip Isola, et al., CVPR, 2017]



Conditional GAN - Image-to-image

Testing:

input L1 GAN

G
ᾀ

Image D scalar

GAN + L1

L1

[Phillip Isola, et al., CVPR, 2017]



Conditional GAN 
- Video Generation

Generator

Discrimi
nator

Last frame is real 
or generated

Discriminator thinks it is real

[Michael Mathieu, et al., arXiv, 2015]



https://github.com/dyelax/Adversarial_Video_Generation



Domain Adversarial Training

ÅTraining and testing data are in different domains

Training 
data:

Testing 
data:

Generator

Generator

The same 
distribution

feature

feature

Take digit 
classification as example



blue points

red points

Domain Adversarial Training

feature extractor (Generator)

Discriminator
(Domain classifier)

image Which domain?

Always output 
zero vectors

Domain Classifier Fails



Domain Adversarial Training

feature extractor (Generator)

Discriminator
(Domain classifier)

image

Label predictor

Which digits?

Not only cheat the domain 
classifier, but satisfying label 
predictor at the same time

More speech-related applications in Part II.

Successfully applied on image classification 
[Ganinet al, ICML, 2015][Ajakanet al. JMLR, 2016 ]

Which domain?
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Domain X Domain Y

male female

It is good.

LǘΩǎ ŀ ƎƻƻŘ ŘŀȅΦ

I love you.

It is bad.

LǘΩǎ ŀ ōŀŘ ŘŀȅΦ

L ŘƻƴΩǘ ƭƻǾŜ ȅƻǳΦ

Unsupervised Conditional Generation

Transform an object from one domain to another 
without paired data (e.g. style transfer)

Part II

Part III

GDomain X Domain Y



Unsupervised 
Conditional Generation
ÅApproach 1: Direct Transformation

ÅApproach 2: Projection to Common Space

?Ὃᴼ

Domain X Domain Y

For texture or 
color change

Ὁὔ ὈὉ

Encoder of 
domain X

Decoder of 
domain Y

Larger change, only keep the semantics

Domain YDomain X Face
Attribute



?

Direct Transformation

Ὃᴼ

Domain X

Domain Y

Ὀ

Domain Y

Domain X

scalar

Input image 
belongs to 
domain Y or not

Become similar 
to domain Y



Direct Transformation

Ὃᴼ

Domain X

Domain Y

Ὀ

Domain Y

Domain X

scalar

Input image 
belongs to 
domain Y or not

Become similar 
to domain Y

Not what we want!

ignore input



Direct Transformation

Ὃᴼ

Domain X

Domain Y

Ὀ

Domain X

scalar

Input image 
belongs to 
domain Y or not

Become similar 
to domain Y

Not what we want!

ignore input

[Tomer Galanti, et al. ICLR, 2018]

The issue can be avoided by network design.

Simpler generator makes the input and 
output more closely related.



Direct Transformation

Ὃᴼ

Domain X

Domain Y

Ὀ

Domain X

scalar

Input image 
belongs to 
domain Y or not

Become similar 
to domain Y

Encoder
Network

Encoder
Network

pre-trained

as close as 
possible

Baseline of DTN [Yaniv Taigman, et al., ICLR, 2017] 



Direct Transformation 

Ὃᴼ

Ὀ

Domain Y

scalar

Input image 
belongs to 
domain Y or not

Ὃᴼ

as close as possible

Lack of information 
for reconstruction 

[Jun-Yan Zhu, et al., ICCV, 2017]

Cycle consistency



Direct Transformation 

Ὃᴼ Ὃᴼ

as close as possible

Ὃᴼ Ὃᴼ

as close as possible

ὈὈ
scalar: belongs to 
domain Y or not

scalar: belongs to 
domain X or not



Cycle GAN

Dual GAN

Disco GAN

[Jun-Yan Zhu, et al., ICCV, 2017]

[Zili Yi, et al., ICCV, 2017] 

[TaeksooKim, et 
al., ICML, 2017]

For multiple domains, 
considering starGAN

[YunjeyChoi, arXiv, 2017]



Issue of Cycle Consistency

ÅCycleGAN: a Master of Steganography
[Casey Chu, et al., NIPS workshop, 2017] 

ὋᴼὋᴼ

The information is hidden.



Unsupervised 
Conditional Generation
ÅApproach 1: Direct Transformation

ÅApproach 2: Projection to Common Space

?Ὃᴼ

Domain X Domain Y

For texture or 
color change

Ὁὔ ὈὉ

Encoder of 
domain X

Decoder of 
domain Y

Larger change, only keep the semantics

Domain YDomain X Face
Attribute



Domain X Domain Y

Ὁὔ

Ὁὔ ὈὉ

ὈὉimage

image

image

imageFace
Attribute

Projection to Common Space

Target



Domain X Domain Y

Ὁὔ

Ὁὔ ὈὉ

ὈὉimage

image

image

image

Minimizing reconstruction error

Projection to Common Space
Training



Ὁὔ

Ὁὔ ὈὉ

ὈὉimage

image

image

image

Minimizing reconstruction error

Because we train two auto-ŜƴŎƻŘŜǊǎ ǎŜǇŀǊŀǘŜƭȅ Χ

The images with the same attribute may not project 
to the same position in the latent space.

Ὀ

Ὀ

Discriminator 
of X domain

Discriminator 
of Y domain

Minimizing reconstruction error

Projection to Common Space
Training



Sharing the parameters of encoders and decoders

Projection to Common Space
Training

Ὁὔ

Ὁὔ

ὈὉ

ὈὉ

Couple GAN[Ming-Yu Liu, et al., NIPS, 2016]

UNIT[Ming-Yu Liu, et al., NIPS, 2017]



Ὁὔ

Ὁὔ ὈὉ

ὈὉimage

image

image

image

Minimizing reconstruction error

The domain discriminator forces the output of Ὁὔand 
Ὁὔhave the same distribution.

From Ὁὔor Ὁὔ

Ὀ

Ὀ

Discriminator 
of X domain

Discriminator 
of Y domain

Projection to Common Space
Training

Domain
Discriminator

Ὁὔand Ὁὔfool the 
domain discriminator

[Guillaume Lample, et al., NIPS, 2017]



Ὁὔ

Ὁὔ ὈὉ

ὈὉimage

image

image

image

Ὀ

Ὀ

Discriminator 
of X domain

Discriminator 
of Y domain

Projection to Common Space
Training

Cycle Consistency:

Used in ComboGAN[Asha Anoosheh, et al., arXiv, 017]

Minimizing reconstruction error



Ὁὔ

Ὁὔ ὈὉ

ὈὉimage

image

image

image

Ὀ

Ὀ

Discriminator 
of X domain

Discriminator 
of Y domain

Projection to Common Space
Training

Semantic Consistency:

Used in DTN[Yaniv Taigman, et al., ICLR, 2017]and 
XGAN [Amélie Royer, et al., arXiv, 2017]

To the same 
latent space
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Basic Components 

EnvActor
Reward
Function

Video
Game

Go

Get 20 scores when 
killing a monster

The rule 
of GO

You cannot control



ÅInput of neural network: the observation of machine 
represented as a vector or a matrix

ÅOutput neural network : each action corresponds to a 
neuron in output layer

éΧ

NN as actor 

pixels
fire

right

left

Score of an 
action

0.7

0.2

0.1

Take the action 
based on the 
probability.

Neural network as Actor



Start with 
observation ί Observation ί Observation ί

Example: Playing Video Game

Action ὥΥ άǊƛƎƘǘέ  

Obtain reward 
ὶ π

Action ὥΥ άŦƛǊŜέ  

(kill an alien)

Obtain reward 
ὶ υ



Start with 
observation ί Observation ί Observation ί

Example: Playing Video Game

After many turns

Action ὥ

Obtain reward ὶ

Game Over
(spaceship destroyed)

This is an episode.

We want the total 
reward be maximized.

Total reward: 

Ὑ ὶ



Actor, Environment, Reward 

† ίȟὥȟίȟὥȟỄȟίȟὥ

Trajectory

Actor

ί

ὥ

Env

ί

Env

ί

ὥ

Actor

ί

ὥ

Env

ί

ὥ

ΧΧ



Reward Function O Discriminator

Reinforcement Learning v.s. GAN

Actor

ί

ὥ

Env

ί

Env

ί

ὥ

Actor

ί

ὥ

Env

ί

ὥ

ΧΧ

Ὑ† ὶ

Reward

ὶ

Reward

ὶ

ά.ƭŀŎƪ ōƻȄέ
You cannot use 
backpropagation.

Actor O Generator Fixed

updatedupdated



Imitation Learning

We have demonstration of the expert.

Actor

ί

ὥ

Env

ί

Env

ί

ὥ

Actor

ί

ὥ

Env

ί

ὥ

ΧΧ

reward function is not available

Ƕ†ȟǶ†ȟỄȟǶ†
Each Ƕ†is a trajectory 
of the expert.

Self driving: record 
human drivers

Robot: grab the 
arm of robot



Inverse Reinforcement Learning

Reward 
Function

Environment

Optimal 
Actor

Inverse Reinforcement 
Learning

üUsing the reward function to find the optimal actor.

üModeling reward can be easier. Simple reward 
function can lead to complex policy.

Reinforcement 
Learning

Expert

demonstration 
of the expert

Ƕ†ȟǶ†ȟỄȟǶ†



Framework of IRL

Expert “

Actor “

Obtain
Reward Function R

Ƕ†ȟǶ†ȟỄȟǶ†

†ȟ†ȟỄȟ†

Find an actor based 
on reward function R

By Reinforcement learning

Ὑ Ƕ† Ὑ†

Reward function 
ᴼDiscriminator

Actor 
ᴼGenerator

Reward 
Function R

The expert is always 
the best.



†ȟ†ȟỄȟ†

GAN

IRL

G

D

High score for real, 
low score for generated

Find a G whose output 
obtains large score from D

Ƕ†ȟǶ†ȟỄȟǶ†Expert

Actor

Reward 
Function

Larger reward for Ƕ†,
Lower reward for †

Find a Actor obtains 
large reward



Concluding Remarks

Generation

Conditional Generation

Unsupervised Conditional Generation

Relation to Reinforcement Learning
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Speech Enhancement

ÅTypical objective function 

ÅTypical objective function 
üMean square error (MSE) [Xu et al., TASLP 2015], L1 [Pascualet al., Interspeech

2017], likelihood [Chai et al., MLSP 2017], STOI[Fu et al., TASLP 2018].

Enhancing

G Output

Objective function

üGAN is used as a new objective function to estimate the parameters in G.

üModel structures of G: DNN [Wang et al. NIPS 2012; Xu et al., SPL 2014], DDAE   
[Lu et al., Interspeech2013], RNN (LSTM) [Chen et al., Interspeech 2015;
Weningeret al., LVA/ICA 2015], CNN [Fu et al., Interspeech2016]. 



Speech Enhancement
ÅSpeech enhancement GAN (SEGAN) [Pascualet al., Interspeech2017]

z



Table 1:Objective evaluation results. Table 2:Subjective evaluation results.

Fig. 1: Preference test results.

Speech Enhancement (SEGAN)

SEGANyields better speech enhancement results than Noisy and Wiener.

ÅExperimental results 



ÅPix2Pix [Michelsantiet al., Interpsech2017]
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Fig. 2: Spectrogram comparison of Pix2Pix with baseline methods.

Speech Enhancement (Pix2Pix)
ÅSpectrogram analysis 

Pix2Pixoutperforms STAT-MMSE and is competitive to DNN SE.

NG-DNN STAT-MMSE

Noisy Clean NG-Pix2Pix



Table 3: Objective evaluation results.

Speech Enhancement (Pix2Pix)
ÅObjective evaluation and speaker verification test

Table 4: Speaker verification results. 

1.  From the objective evaluations, Pix2Pixoutperforms Noisy and 
MMSE and is competitive to DNN SE.

2.  From the speaker verification results, Pix2Pix outperforms the 
baseline models when the clean training data is used.



ÅFrequency-domain SEGAN (FSEGAN) [Donahue et al., ICASSP 2018]
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Fig. 2: Spectrogram comparison of FSEGAN with L1-trained method.

Speech Enhancement (FSEGAN)
ÅSpectrogram analysis 

FSEGAN reduces both additive noise and reverberant smearing.



Table 5: WER (%) of SEGAN and FSEGAN.Table 6: WER (%) of FSEGAN with retrain.

Speech Enhancement (FSEGAN)
ÅASRresults

1. From Table 5, (1) FSEGAN improves recognition results for ASR-Clean.
(2) FSEGAN outperforms SEGAN as front-ends.

2. From Table 6, (1) Hybrid Retraining with FSEGAN outperforms Baseline; 
(2) FSEGAN retraining slightly underperforms L1ςbased retraining.



Ὁ▼ ÌÏÇρ ╓╢▼ ȟ—
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ÅAdversarial training based mask estimation (ATME) 
[Higuchi et al., ASRU 2017]

Speech Enhancement
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speech

╓╝╓╢
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Clean speech 
data

Noise data

Noisy data

Estimated 
noise

True noiseTrue speech
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ὠ
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Fig. 3: Spectrogram comparison of (a) noisy; (b) MMSE with 
supervision; (c) ATMB without supervision.

Speech Enhancement (ATME)
ÅSpectrogram analysis 

The proposed adversarial training mask estimation can 
capture speech/noise signals without supervised data.

Speechmask Noisemask ὓȟ



üThe estimated mask parameters are used to compute spatial covariance 
matrix for MVDR beamformer.

ü Ƕίȟ= Ἷ ὁȟ,  where Ƕίȟis the enhanced signal, andὁȟdenotes the 
observation of M microphones, Ὢand ὸare frequency and time indices; 
Ἷ denotes the beamformercoefficient. 

üThe MVDR solves Ἷ by: Ἷ = 
ἰ

ἰ ἰ

üTo estimate ἰ, the spatial covariance matrix of the target signal, Ὑ , is 

computed by :Ὑ Ὑ Ὑ , where Ὑ = 
ȟὁȟὁȟ

Вȟ ȟ

, ὓȟ was 

computed by AT.

ÅMask-based beamformerfor robust ASR

Speech Enhancement (ATME)



Table 7: WERs (%) for the development and evaluation sets.

ÅASR results 

Speech Enhancement (ATME)

1. ATME provides significant improvements over Unprocessed. 
2. Unsupervised ATME slightly underperforms supervised MMSE.



Ὃᴼ Ὃᴼ

as close as possible

Ὀ
Scalar: belongs to 
domain Tor not

Ὃᴼ Ὃᴼ

as close as possible

Ὀ
Scalar: belongs to 
domain Sor not

Speech Enhancement (AFT) 
ÅCycle-GAN-based acoustic feature transformation(AFT) 

[Mimura et al., ASRU 2017]

ὠ = ὠ Ὃᴼ ȟὈ ὠ Ὃᴼ ȟὈ
‗ὠ Ὃᴼ ȟὋᴼ

Noisy Enhanced Noisy

Clean Syn. Noisy Clean



ÅASR results on noise robustness and style adaptation

Table 8: Noise robust ASR. Table 9: Speaker style adaptation.

1. Ὃᴼ can transform acoustic features and effectively improve 
ASR results for both noisy and accented speech. 

2. Ὃᴼ can be used for model adaptation and effectively improve 
ASR results for noisy speech.

S: Clean;Ὕ: Noisy JNAS: Read; CSJ-SPS: Spontaneous (relax);
CSJ-APS: Spontaneous (formal);

Speech Enhancement (AFT) 



Outlineof Part II

Speech Signal Generation

ωSpeech enhancement 

ωPostfilter, speech synthesis, voice conversion

Speech Signal Recognition 

ωSpeech recognition 

ωSpeaker recognition

ωSpeech emotion recognition

ωLip reading  

Conclusion 



ÅPostfilterfor synthesized or transformed speech

üConventional postfilter approaches for Gestimation include global variance 
(GV) [Toda et al., IEICE 2007], variance scaling (VS)[{ƛƭΩŜƴet al., Interpseech
2012], modulation spectrum (MS)[Takamichi et al., ICASSP 2014],DNN with 
MSE criterion [Chen et al., Interspeech 2014; Chen et al., TASLP 2015].

üGAN is used a new objective function to estimate the parameters in G.

Postfilter

Synthesized 
spectral texture 

Natural 
spectral texture 

G Output

Objective function

Speech 
synthesizer 

Voice 
conversion

Speech
enhancement 



ÅGAN postfilter [Kaneko et al., ICASSP 2017]

üTraditional MMSE criterion results in statistical averaging. 

üGAN is used as a new objective function to estimate the parameters in G.

üThe proposed work intends to further improve the naturalness of 
synthesized speech or parameters from a synthesizer.  

Postfilter

Synthesized 
Mel cepst. coef. 

Natural 
Mel cepst. coef. 

D

Nature
or

Generated

Generated 
Mel cepst. coef. 

G



Fig. 4: Spectrograms of: (a) NAT (nature); (b) SYN (synthesized); (c) VS(variance 
scaling); (d) MS(modulation spectrum); (e) MSE; (f) GAN postfilters.

Postfilter(GAN-based Postfilter)
ÅSpectrogram analysis 

GAN postfilter reconstructs spectral texture similar to the natural one.



Fig. 5: Mel-cepstraltrajectories (GANv: 
GAN was applied in voiced part).

Fig. 6: Averaging difference in 
modulation spectrum per Mel-
cepstralcoefficient. 

Postfilter(GAN-based Postfilter)
ÅObjective evaluations

GAN postfilter reconstructs spectral texture similar to the natural one.



Table 10: Preference score (%). Bold font indicates the numbers over 30%.

Postfilter(GAN-based Postfilter)

ÅSubjective evaluations

1. GAN postfilter significantly improves the synthesized speech. 
2. GAN postfilter is effective particularly in voiced segments. 
3. GANvoutperforms GAN and is comparable to NAT.



Postfilter(GAN-postfilter-SFTF)
ÅGAN post-filter for STFT spectrograms [Kaneko et al., 

Interspeech2017]

üGAN postfilter was applied on high-dimensional STFT spectrograms.
üThe spectrogram was partitioned into N bands (each band overlaps its  

neighboring bands). 
üThe GAN-based postfilter was trained for each band. 
üThe reconstructed spectrogram from each band was smoothly connected.



ÅSpectrogram analysis 

Fig. 7: Spectrograms of: (1) SYN, (2) GAN, (3) Original (NAT)

Postfilter(GAN-postfilter-SFTF)

GAN postfilter reconstructs spectral texture similar to the natural one.



Speech Synthesis
ÅInput: linguistic features; Output: speech parameters 

╬╬

╖╢╢
Natural 
speech 

parameters

Generated
speech 

parameters

Linguistic 
features

sp sp

Objective function

Minimum 
generation error 
(MGE), MSE

ÅSpeech synthesis with anti-spoofing verification (ASV) 
[Saito et al., ICASSP 2017]

ὒ ╬ȟ╬= ὒȟ╬ ὒȟ╬
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ὒ╬ȟ╬= ὒ ╬ȟ╬ ‫ ὒȟ╬

Minimum generation error (MGE) 
with adversarial loss.
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Fig. 8: Averaged GVs of MCCs.

Speech Synthesis (ASV)
ÅObjective and subjective evaluations

1. The proposed algorithm generates MCCs similar to the natural ones. 

Fig. 9: Scores of speech quality.

2. The proposed algorithm outperforms conventional MGE training.



ÅSpeech synthesis with GAN (SS-GAN) [Saito et al., TASLP 2018]

ὒ ╬ȟ╬= ὒȟ╬ ὒȟ╬
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ὒ╬ȟ╬= ὒ ╬ȟ╬ ‫ ὒȟ╬

Minimum generation error (MGE) 
with adversarial loss.
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Fig. 11: Scores of speech quality 
(spand F0).

.

Speech Synthesis (SS-GAN)

ÅSubjective evaluations

Fig. 10: Scores of speech quality (sp).

The proposed algorithm works for both spectral parameters and F0.



Speech Synthesis

G
Natural 
speech 

parameters

Generated
speech 

parameters

Gen.

Nature
╓

Acoustic 
features

ÅSpeech synthesis with GAN glottal waveform model 
(GlottGAN) [Bollepalliet al., Interspeech2017]

Glottal waveform Glottal waveform



ÅObjective evaluations

Speech Synthesis (GlottGAN) 

The proposed GAN-based approach can generate glottal 
waveforms similar to the natural ones.

Fig. 12: Glottal pulses generated by GANs.

G, D: DNN

G, D: conditional DNN

G, D: Deep CNN

G, D: Deep CNN + LS loss 


