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Abstract—To improve noise robustness in automatic speech
recognition (ASR), a common strategy is to employ speech en-
hancement (SE) models as front-ends for ASR systems. However,
SE models often introduce artifacts into enhanced signals, which
can degrade ASR performance, particularly when the SE and
ASR models are trained separately. Although various methods
have been proposed to address this issue, they often come at
the expense of increasing implementation complexity. Hence, this
study proposes a maximum a posteriori (MAP) algorithm for
training SE models by incorporating the posterior probability of
clean speech, given the enhanced speech, into the loss function.
Experimental results show that our method enhances the compat-
ibility between SE and ASR models in both in-domain and out-of-
domain testing scenarios, notably improving ASR performance.
The proposed method does not require prior knowledge of ASR
models or speech content during training or inference, nor does
it involve additional post-processing steps.

Index Terms—automatic speech recognition, speech enhance-
ment, Maximum a posteriori

I. INTRODUCTION

Speech enhancement (SE) aims to transform distorted
speech signals into enhanced versions that more accurately
resemble clean target signals [1]-[3]. SE is widely used as
a crucial front-end processor for various speech-related appli-
cations, including assistive listening devices [4], [5], speech
coding [6], automatic speech recognition (ASR) [7]-[12], and
speaker verification [13], [14], to increase their robustness in
real-world environments. Recently, neural network(NN)-based
methods have become mainstream in SE owing to the powerful
nonlinear mapping capabilities of NNs [15]. Various NN-based
SE methods have been developed, including multilayer per-
ceptrons [16], [17], convolutional neural networks [18], [19],
fully convolutional networks [20], [21], and recurrent neural
networks (RNNs) [22], [23]. Furthermore, numerous studies
have proposed advanced NN model architectures or designs,
such as DEMUCS [24], MetricGAN [25], CMGAN [26], MP-
SENet [27], and SEMamba [28].

The ASR is a widely used speech application that converts
speech into text. The robustness of ASR is crucial for its
practical applicability, where the SE can assist as a front end
for suppressing noise in input speech [11], [12], [29]-[31].
Despite the impressive performance of NN-based methods, the
SE process may introduce artifacts into the enhanced signals,
and these artifacts may harm the ASR performance [11],
[32]. Although some studies have attempted the joint training
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of SE and ASR models to address this issue [33], [34],
these methods become infeasible when the costs of training
NN models are excessively high or when commercial ASR
models are provided by third parties and are inaccessible.
Other studies have focused on the post-processing of SE and
have proposed the observation-adding (OA) technique [11],
[35], which involves scaling and combining the original and
enhanced speeches to form the ASR input. The OA coefficients
in [11] were determined using a switching module. Training
the switching module requires adequate training data with the
corresponding transcriptions. This process incurs additional
costs and may have limited generalizability to other pretrained
SE or ASR models.

To enhance the ASR performance without increasing com-
putational costs and reduce artifacts while ensuring generaliz-
ability, this study derives a simple yet effective maximum A
posteriori (MAP)-based loss function. This loss function ef-
fectively improves the generalization capability of SE models
from the MAP perspective. By incorporating the posterior dis-
tribution of clean speech with the enhanced speech, we derive
a regularization term to optimize the SE model. Controlling
this regularization term helps the SE model avoid overfitting
and reduces artifacts and speech distortion. This strengthens
the performance of the SE model on out-of-domain datasets
and improves ASR recognition in noisy environments. The
experimental results demonstrate that our method is effective
and generalizable across SE models, ASR models, and datasets
and that it does not require additional post-processing for SE
or training with ASR models. Notably, this method does not
require the fine-tuning of SE models with ASR models or the
addition of post-processing modules to SE models.

II. RELATED WORKS

A. NN-based SE

In this section, we introduce an NN-based SE model. Given
a clean speech signal in the time domain, denoted by s[t], the
corresponding noisy signal can be expressed as:

ylt] = st] + v[t], ey

where v[t] represents the background noise, and ¢ represents
the discrete-time index. The objective of the SE model is to
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Fig. 1. The proposed SE system: Mamba architecture and MAP-based learning criterion.

determine the model parameters 6 that map y to S, which
closely approximates s. This can be formulated as follows:

2

. <12
argmin IIs — ]|

where § = f(y, #) denotes the output signal. Eq. (2) defines
the mean square error (MSE) loss used to train the SE model.
Assuming that s follows a Gaussian distribution, Eq. (2) can
be formulated as:

P(s|f(y,0))

oo (5= F0)'S s~ (1.6)

3)

where P(s|f(y,0)) represents the conditional probability

of clean speech, given the enhanced speech; 3 denotes the

covariance matrix of clean speech; and (' is a parameter that

is independent of the SE model. Based on Eq. (3), the SE
model parameters are optimized as follows:

arg méixln P(s|f(y,0)) “4)

This maximum likelihood (ML) equation describes the proba-
bility of obtaining clean speech s, given the model f(y,6).
Thus, when the SE model is trained using the MSE loss
function, assuming that the covariance matrix is an identity
matrix (X = I), minimizing the MSE loss becomes equivalent
to solving the ML problem.

B. SE for noise-robust ASR

Previous studies [31], [33], [34], [36] have demonstrated the
importance of noise robustness for ASR. They have improved
ASR performance by incorporating synthetic or real noisy
speech during training. For example, Whisper [36] was trained
using a large amount of data collected from the internet under
weak supervision. Although this strengthened the model’s
noise robustness, ASR can still be affected under low signal-to-
noise ratios (SNRs). To reduce noise in input speech, previous
studies have used SE as a preprocessing stage for ASR.
However, NN-based SE methods often introduce artifacts into
the enhanced signals, potentially degrading ASR performance.

Although the joint training of the SE and ASR models has
been proposed to improve consistency, these methods may be
impractical when commercial ASR models are inaccessible

or the training costs are too high. Some studies have found
that applying post-processing techniques (such as OA tech-
niques) to SE models can improve ASR performance without
previous constraints; however, these techniques also increase
the computational costs for practical use. Therefore, this study
proposes a training technique to enhance robust ASR without
adding computational costs during inference.

III. PROPOSED METHOD
A. MAP-based loss

In this study, we propose a novel loss function to train SE
models by drawing inspiration from traditional MAP-based
approaches [37]-[39], considering the importance of the pos-
terior probability. Compared with ML methods, MAP offers
better adaptability across different datasets. The equation for
the derived MAP-based loss function is:

argmaxn P(f(y,0)]s)

=arg max (In P(s|f(y,0)) + In P(f(y,0)) — In P(s)) ®)

We can rewrite the equation as P(s) is independent of 6 as

argmax (n P(s|f(y,0)) + I P(f(v,0))) ()

The prior distribution P(f(y,#)) can be formulated as

1 1 _
= ——exp{—5(f(v.0) —2)H'(f(y,0) — 2)}

Cs 2

(N

where z represents the mean of f(y,6), H denotes the co-
variance matrix of the prior distribution, and C' is a parameter
that is independent of the SE model.

Based on Egs. (3), (6), (7), and assuming H = o~ 'I in
Eq. (7), we obtain the MAP-based loss function as

P(f(y,0))

argmin(|is = £(y.0)[” + o | £(y,0) — 2])

The primary difference from the MSE loss is that the MAP
criterion includes a model regularization term based on the
prior probability. This function can also be extended to an
MAE-based loss function, as shown below:

(®)
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Equations (8) and (9) show that the additional term enables
the model to predict clean speech during training while
remaining close to z. Thus, it helps minimize the signal
distortion and artifacts that are typically introduced by the
MSE loss.

B. SE model architecture and overall loss function

Fig. 1 shows a flowchart of the proposed SE model. To
verify that our proposed loss function effectively mitigates the
artifacts and speech distortion introduced by the SE model,
which leads to an increased WER in the ASR model, we
adopted the SEMamba model, which demonstrated promising
ASR performance in a previous study [28]. Following the
approach outlined in previous studies [27], [28], we trained
the SE model using the following composite loss function:

ES’E]Wamba =cl x ACdisc’rirrlinator +c2 ECL
+c3 »Ctim,e +cd * Emagnitude
+cb Ecomplem + 6 * Ephase

(10)

where [c1,¢2,¢3,c4,c5,c6] = [0.05,0.1,0.2,0.9,0.1,0.3]
represents the linear combination coefficients for various
loss components, including the PESQ-based GAN discrimi-
nator [40], signal consistency [41], time, magnitude, complex,
and phase losses. After pretraining the SE model, we replace
the MSE and MAE terms in Ltime, Lmagnitude, Lphase,
and Lcompie, from the original loss function with the proposed
MAP-based loss, as shown in Egs. (8) and (9), for fine-tuning.

IV. EXPERIMENT AND RESULTS
A. Dataset and evaluation metrics

All the SE models discussed in this paper were trained
and tested on the VoiceBank-DEMAND dataset [42]. This
dataset encompasses 30 distinct speakers, with 28 speakers
allocated for training and 2 for testing. Clean samples were
mixed with noise samples at four SNRs during training ([0,
5, 10, 15] dB) and testing ([2.5, 7.5, 12.5, 17.5] dB). The
training dataset comprised a total of 11,572 utterances, while
the test set includes 824 utterances. To assess the effectiveness
of the proposed approach in improving ASR robustness on
an out-of-domain dataset, we conducted an additional set of
experiments using the Aurora-4 [43] dataset. The Aurora-4
dataset consists of 3,960 noisy utterances derived from 330
clean utterances, each distorted by six different noise types
and two room impulse responses, with SNR levels ranging
from 5 to 15 dB.

To evaluate the ASR performance by the word error
rate (WER) [44], [45], where a lower WER denotes better
ASR performance. The calculations of two commonly used
SE objective evaluations, perceptual evaluation of speech
quality (PESQ) [46] and short-time objective intelligibility
(STOI) [47], [48], are also provided for reference.

B. MAP-based learning on the in-domain task

In Section. III-A, we discussed that the proposed MAP-
based learning requires setting values for « and z, standing
for the weight of the regularization and the prior parameter,
respectively, in Egs. (8) and (9). In this section, we analyze the
impact of these two parameters on the final performance. We
tested nine different MAP-based loss function configurations
(MAPOI1 to MAP09), as shown in Table. I. MAPOI used o =
0.01 and z =y, MAPO2 uses o« = 0.1 and z = y, MAP03
uses « = 1.0 and z =y.

We also tested whether a cleaner z, being closer to the
clean signal, could improve the final performance. Therefore,
we adopted two approaches: the first is to set z to a higher
SNR level, and the second is to increase the SNR of the
original noisy signal to form z. In Table. I, MAP04, MAPOS,
and MAPO6 set z as a noisy signal with SNR levels of
20dB, 30dB, and 40dB SNR levels, denoted by @20dB,
@30dB, and @40dB, respectively, by adding noise to the
clean signal. MAPO7, MAPOS, and MAPQO9 prepared z by
increasing the SNR of the original noisy signals by 5dB,
10dB, and 15dB SNR levels, denoted by +5dB, +10dB, and
+15dB, respectively, achieved by reducing the noise in the
noisy signals. Since the training set included clean, noisy, and
noise signals, we can easily prepare z by these two approaches.

In the first set of experiments, we set z =y and compared
different values of «, namely a= 0.01, 0.1 or 1.0. By com-
paring the results of MAPO1, MAPO2, and MAPO3 in Table.
I, We observed that & = 0.01 performed better in terms of
speech objective scores (PESQ and STOI) because the smaller
weight of the regularization term, which prevents the SE
output from perfectly converging to the clean signal, had less
impact on the SE performance. On the other hand, compared
to the original SEMamba model trained with MSE/MAE, the
proposed method showed a significant WER reduction on
Whisper-Base: 10.1% (from 7.9% to 7.1%) with a=1.0, 7.6%
(from 7.9% to 7.3%) with a=0.1, and 6.3% (from 7.9% to
7.4%) with a=0.01. For Whisper Large-v3, the WER reduction
was 3.7% (from 2.7% to 2.6%) with a=1.0, while a slight
WER increase of 3.7% (from 2.7% to 2.8%) was noted with
a=0.01. These results suggest that for noise-robust ASR as the
target downstream task, the weight of the regularization term
should not be too small.

Next, we investigate the impact of different z on overall per-
formance, with a fixed a=1.0. We compared seven settings, as
shown in Table. I MAPO3 to MAP09. We observed that while
MAPO3, using noisy signals for z, showed good WER results,
it notably reduced the speech objective scores. Meanwhile,
MAPO4 and MAPO7 achieved the best WER performance
while maintaining reasonable PESQ and STOI scores.

C. MAP-based learning on the out-of-domain task

We observed that three settings—MAP03, MAP04, and
MAPO7—improved ASR performance on the in-domain
dataset in the previous experiment. To evaluate the general-
ization of the proposed MAP-based learning on out-of-domain
datasets, we conducted experiments using these three settings
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Fig. 2. Comparison of speech enhancement performance (PESQ and STOI) and automatic speech recognition (ASR) WER (Whisper-Base and Whisper-
LargeV3) for in-domain (VCTK-Demand) and out-of-domain datasets (AURORA-4).

TABLE I
ASR (WER%) AND OBJECTIVE SPEECH METRICS ON
VOICEBANK-DEMAND (AN IN-DOMAIN DATASET).

TABLE II
ASR (WER%) AND OBJECTIVE SPEECH METRICS ON AURORA-4 (AN
OUT-OF-DOMAIN DATASET).

Setup WER(%) Objective Setup WER(%) Objective

Methods z Base  Large-v3 PESQ  STOI Methods z Base Large-v3 PESQ  STOI
Noisy - - 9.1 3.1 1.97 0.92 Noisy - - 22.1 173 1.39 0.81
SEMamba = - 7.9 2.7 3.55 0.96 SEMamba = - 23.6 17.8 2.02 0.88

" MAPOIT T 0.00  noisy 74 28 350 096 "MAP03 1.0 noisy 222 172 206 087
MAPO02 0.1 noisy 73 2.7 3.42 0.96 MAPO4 1.0 @20dB  23.1 173 2.14 0.88
MAPO03 1.0 noisy 7.1 2.6 2.85 0.95 MAPO7 1.0 +5dB 223 16.9 2.18 0.88
MAPO04 1.0 @20dB 69 2.6 3.18 0.96 Bold denotes the best performance for each specific condition, and
MAPO5 1.0 @30dB 7.2 2.6 3.38 0.96 underline indicates that the results outperform SEMamba baseline.
MAP06 1.0 @40dB 7.5 29 343 0.96
ﬁﬁggg }8 +15(;ch3 L? % gi é 832 the test set of VoiceBank-DEMAND (in-domain) and the test

R + . . R . .

MAPOO 10 +158 73 59 328 096 set of Aurora-4 (out-of-domain). For the MAP-based learning,

Bold denotes the best performance for each specific condition, and
underline indicates that the results outperform SEMamba baseline.

on the Aurora-4 dataset. From the Table. II, the proposed
methods achieved WER reductions compared to the original
SEMamba model for Whisper-Base of 5.9 %(from 23.6 %
to 22.2 %) with MAPO3, 2.1 %(from 23.6 % to 23.1 %)
with MAPO4, and 5.5 %(from 23.6 % to 22.3 %) with
MAPO7. For Whisper Large-v3, the WER reductions were
3.4 %(from 17.8 % to 17.2 %) with MAPO3, 2.8 %(from
17.8 % to 17.3 %) with MAPO4, and 5.1 %(from 17.8 %
to 16.9 %) with MAPOQ7. Especially, compared with noisy
signals, MAPO7 achieved WER reductions of 2.3 % (from
17.3 % to 16.9 %) for Whisper-Large-v3. The results of this
experiment confirm that our proposed MAP-based learning
method has better generalization for noise-robust ASR on out-
of-domain datasets. Additionally, from the PESQ and STOI
observations, our proposed method outperforms SEMamba on
out-of-domain datasets.

D. Comparison of different losses

Next, we intend to compare the same model using different
loss functions: one with MSE/MAE and the other with MAP.
In Fig. 2, we present detailed results for PESQ, STOI, and
WER (from Whisper-Base and Whisper-LargeV3) for SE-
Mamba using these two loss functions. For comparison, we
also include the results for noisy audio (without SE), CMGAN,
and MP-SENT. Please note that all SE models were trained
on the same dataset, VoiceBank-DEMAND, and tested on both

we reported the best system, MAPO7, with setting a=1.0 and
using z to be +5dB.

From Fig. 2, we observe that CMGAN, MPSEnet, and
SEMamba may not consistently yield ASR performance im-
provements over noisy inputs (without SE), confirming that
NN-based SE methods do not always provide optimal input for
ASR models. From the figure, it is also evident that SEMamba
with MAP achieves a lower WER for both Whisper-Base and
Whisper-LargeV3, with more notable improvements observed
for the out-of-domain dataset, namely Aurora-4. However, it is
important to note that the MAP criterion does not necessarily
guarantee the best perceptual metrics, such as PESQ and STOI.

V. CONCLUSION

In this paper, we proposed a MAP-based learning technique
for SE models that improves the robustness of ASR systems,
without the need for ASR model training or post-processing
techniques. The MAP-based loss function incorporates a reg-
ularization term that constrains the SE model from producing
enhanced speech that excessively deviates from the original
input. Experimental results demonstrate that the proposed
method considerably enhances the noise robustness of ASR
when SE models are applied as a front-end processor. No-
tably, this method proved effective even on an out-of-domain
dataset (Aurora-4), showing improvements in PESQ and STOI
scores, as well as reduced WERs on the Whisper-based ASR
system. In future work, we plan to explore the application of
the proposed MAP-based learning approach to different SE
models and various speech-related downstream tasks.
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